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WORKING WITH THE TSSi PACKAGE

The R package TSSi implementing the algorithm described
here is available from the Bioconductor project [7]. An
introduction describing the usage of the software for the
analysis of experimental data can be accessed online at the
Bioconductor website www.bioconductor.org/packages/
release/bioc/html/TSSi.html.
Here, a short summary of the basic commands of the packages
is provided illustrating a general workflow. More comprehensive
examples can be found in the documentation of the package.
After installation, the package is loaded initially:
library(TSSi)
The TSSi package provides an example data set which can be
accessed with
data(physcoCounts)
The example data set contains the number of reads aligend to the
same starting position in the reference genome.
chromosome region
14 scaffold
15 scaffold
16 scaffold
17 scaffold
18 scaffold
19 scaffold

start strand counts
1 1 82747 + 3
1 1 82771 + 1
1 1 82853 + 7
1 1 82854 + 6
1 1 82875 + 4
1 1 82898 + 5

The analysis of the data comprises initialization of data segments.
attach(physcoCounts)
x <- segmentizeCounts(counts=counts,
start=start, chr=chromosome,
region=region, strand=strand)
detach(physcoCounts)
Preprocessing, i.e. regularization, of the data is applied
∗ to
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y <- normalizeCounts(x, lambda=c(1, 0.1),
fit=TRUE)
and the transcription start sites are predicted.
tss <- identifyStartSites(y, tau=c(5, 10))
The results, e.g. for the third segment, can be visualized, similar
to the figures presented in this paper:
plot(tss, 3)
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PARAMETERS OF THE ALGORITHM

The suggested algorithm has five parameters to adapt the analysis,
i.e. the two regularization parameters λ1 and λ2 , as well as the two
parameters τ5’ and τ3’ of the exponential kernels used to calculate
the expected false positive/background level. Moreover, there is a
threshold parameter ∆ defining how much the processed data x
b of
a TSS has to exceed the expected false positive/background count
xFP . Based on manual inspection of different parameter settings on
the dataset used as an example here, we suggest to use λ1 = 1,
λ2 = 0.1, τ5’ = 5, τ3’ = 10, and ∆ = 1 for such data. This setting
has been used for the example in the main text.
In the following, the effects of changing these parameters are
illustrated based on two data examples on scaffold 1 of the 5’
tag data set from moss protonema. These representative examples
have been chosen to illustrate the effects of different parameter
settings. The range for the parameter values have been chosen to
demonstrate the effects of each parameter. Varying the parameters
over the entire range is impacting some TSSs predictions more than
others. Insensitivity to parameter settings can be interpreted as high
evidence for a reliable prediction. Such TSSs being independent on
the choice of a parameter are highlighted in the figures discussed in
the following.
A detailed quantitative evaluation of the performance of our
method for different parameter settings requires a gold-standard to
be able to assess the predictions. This, however, is beyond the scope
of this article. Section 5 provides an example for the agreement
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of our predictions with a published data set. Due to the lack of a
true gold standard for this kind of TSS data, detailed evaluation and
optimization of the method constitutes a future task.

2.1

Regularization parameters λ1 and λ2

The objective function
V (~x) = −logLik(~x; ~
y ) + λ1

N
X
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N
X
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Background parameters τ5’ and τ3’

For the expected false positive counts xFP , exponential kernels
xFP
i =
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x̄t e

30

(2)

t>i

with parameters τ5’ towards the 5’ end and τ3’ in 3’ direction are
applied. Here, x̄t denotes the sum over all reads which are assigned
to the TSS t. As an example, a value of τ = 10 for a single TSS
means that the expected false positive counts are a factor 1/e smaller
than x̄ at the position 10 base pairs adjacent to the TSS.
Fig. 3 shows the result of the analysis for three different decay
parameters τ5’ = 1, 5, 10. For τ5’ = 1, the expected number of
false positive counts (gray line) decreases quickly towards zero in
5’ direction (upper row). In such a setting, transcription start sites
with smaller transcription levels are more likely to be predicted at
the left hand side of large peaks. For larger values, e.g. τ5’ = 10 as
chosen in the bottom row, xFP decreases more slowly.
Fig. 4 shows the respective figures for τ3’ = 5, 10, 20. Because
the false positive counts are expected to occur more frequently in
3’ direction of the real transcription start site, we chose τ3’ > τ5’ ,
i.e. τ3’ = 5 and τ3’ = 10 as default parameter values.

2.3

Threshold ∆

According to the TSSi algorithm, only genomic positions are
identified as TSSs, if the difference x̂ − xFP between the estimated
transcription level and the expected number of background reads is
larger than a threshold ∆. The default value ∆ = 1 assures that
estimates between zero and one are not identified as transcription
start site. Increasing the threshold ∆ yields more conservative
predictions. This is illustrated in Fig. 5 where the TSS predictions
are performed for ∆ = {0, 1, 5}.
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MAPPING OF ILLUMINA READS

The Illumina reads were mapped against the V1.2 genome sequence
https://www.cosmoss.org/physcome_project/wiki/
Genome_Assembly/V1.2 with TopHat 1.0.13 [17] using a
maximal gap size of 20,000 and the parameters microexon-search,
segment-mismatches(3).

|xi − xi−1 | (1)

i=2

to be minimized in the preprocessing step has two regularization
parameters. λ1 controls the strength of the penalization of
transcription levels unequal to zero, λ2 regulates the penalization
of inequality of adjacent counts.
Fig. 1 shows the results for the two exemplary data segments
obtained for three different values λ1 = 0, 1, 10 for λ2 = 0.1. The
larger λ1 , the stronger the shrinkage of the raw data towards zero.
This, in general reduces the number of predicted transcription start
sites, i.e. makes the analysis more conservative. Note, that smaller
estimated transcription levels x̂ also yield a decreased level of the
expected number of false positive counts xFP .
The impact of λ2 is illustrated in Fig. 2. Here, the results are
plotted for λ1 = 1 and λ2 = 0.1, 1, 10. The larger λ2 the smoother
the estimated transcription level x̂.

2.2
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SEGMENTATION - DEFINITION OF TSS
REGIONS

The major goal of CAP capture is to enrich TSSs of (proteincoding) genes. Undoubtely, there will be also signal in regions
without annotated genes. In order to be sure to model only ”real”
TSSs we have restricted our search for peaks to regions upstream
of annotated protein-coding genes, excluding regions that overlap
transposable elements or other highly repetitive sequences. This
intention necessitates the segmentation of TSS read mappings into
segments with transcriptional activity as a first step. In most cases,
this segmentation procedure has no impact on the analysis because
the transcriptional gaps are large compared to exponential decay
rates τ3’ and τ5’ and therefore the segments can be analyzed
independently of each other.
Candidate TSS regions (segments) were defined using a custom
Perl script grouping overlapping or neighboring read mappings
using an organism-specific window size which is based on the
average length of 5’ UTRs. In Physcomitrella patens, the average
length was estimated to be 211 bp based on the V1.6 gene
predictions (32,275 genes) available via
https://www.cosmoss.org/physcome_project/wiki/
Genome_Annotation/V1.6. The total 17,970 transcriptionally
active TSS regions defined by the segmentation step were
subsequently restricted to 16,034 overlapping 5’ UTR regions of
gene predictions.
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EVALUATION OF THE TSS PREDICTIONS

To assess the performance of our algorithm, we compared TSSi
predictions for the 5’ tags derived from Physcomitrella patens
protonema to the genomic start positions of spliced alignments
of published Sanger ESTs derived from a full-length cDNA
library which was generated using the CAP-trapper protocol from
the same tissue [12]. TSS predictions in [12] were obtained
by sequencing 5’ and 3’ ends of cDNA clones derived from
untreated protonema (library pph; see http://www.nibb.
ac.jp/evodevo/PHYSCOmanual/16.htm for details) and
protonema treated with auxin (pphn) and with cytokinin (pphb). As
our data set is also derived from untreated protonema, we used the
5’ end reads of the pph set for comparison.
ESTs were retrieved from NCBI Genbank and aligned to the
V1.2 of the Physcomitrella genome using GenomeThreader http:
//www.genomethreader.org/ [6]. Spliced alignments of the
reads from this library are available via the genome browser track
EST evidence together with all other available Sanger ESTs for
Physcomitrella. Mouse-over information can be used to determine
clone and library names to identify the three libraries used for
comparison.

TSSi

Fig. 1. Two data subsets analyzed with different regularization parameter λ1 . The upper row shows the result for λ1 = 0, i.e. there is no regularization
of absolute counts. In this case only difference between adjacent reads are penalized and the processed data (black circles) are therefore quite close to the
measurements (gray dots). In the middle row, the result for the default value λ1 = 1 is plotted. In the bottom row, λ1 = 10 has been chosen which yields
a strong regularization of the data towards zero. As in the main text, the gray line indicates the expected number of false positive counts, i.e. the expected
background. TSS predictions which are independent on the choice of λ1 are highlighted in red.

For the untreated tissue, 3,454 unique TSSs can be derived
from the start positions of the aligned pph ESTs. To assess the
performance of our method instead of the agreement of the data,
only the 1,445 pph TSSs with counts y > 0 were considered. The
comparison with our method with the presented default parameters
λ1 = 1, λ2 = 0.1, τ5’ = 5, and ∆ = 1 identified 685 TSSs, i.e.
47.4%, at exactly the same position.
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Fig. 6 shows as an example a genomic region on scaffold 275
including the data, i.e. the mapped 5’ Illumina 76bp reads, as
well as the predicted TSSs using the presented TSSi approach. The
data as well as the predicted TSSs are available for the whole
genome allowing an evaluation of the performance of our method.
A short guide how the data and the TSSi results can be displayed in
the cosmoss.org genome browser can be found at http://www.
cosmoss.org/resources/TSSi.

DATA AVAILABILITY

The full data set derived from Physcomitrella protonema comprising
spliced read alignments and TSSi predictions are available via
the cosmoss.org genome browser (https://www.cosmoss.
org/mgb2/gbrowse/physcome/) using the tracks 5’Illumina
76bp read protonema and TSSi predictions protonema. Detailed
information like number of hits in the genome, prediction scores
and links to TSSi histograms are available via clickable mouse-over
windows in each of the tracks.
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FURTHER LITERATURE

Existing approaches for the identification of binding sites on the
basis of ChIP-seq data are published in [2, 3, 5, 9, 10, 11, 13, 14,
16, 19, 20]. The performance of existing approaches in benchmarks
showing room for potential improvement has been investigated in
[10, 15, 18].
We argue that the prediction of transcription start sites is
challenging because the transcription of many genes in eukaryotic
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Fig. 2. Two data subsets analyzed with different regularization parameter λ2 . The upper row shows the result for λ2 = 0.1, i.e. for weak smoothing. For
increasing λ2 , e.g. for λ2 = 1 (middle row) or λ2 = 10 (bottom row) smoothing of the processed data (black circles) is enhanced which leads to more TSSs
in regions with many positions with counts unequal to zero. TSS predictions which are completely independent on the choice of λ2 are highlighted in red.

genomes is initiated not at well-defined (sharp or peaked) sites. This
has been shown in [4, 8, 21].
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Fig. 4. Two data subsets analyzed with different 3’ parameter τ3’ of the exponential kernel used to calculate the expected background counts. The upper row
shows the result for τ3’ = 5, i.e. the background indicated as gray lines decays quickly towards zero in 3’ direction. In the middle row, the result for the default
value τ3’ = 10 is plotted. In the bottom row, τ3’ = 20 has been chosen which yields a slowly decaying background level in 3’ direction. For increasing values
of τ3’ , transcriptions start sites are preferably identified at the 5’ end in regions with detected reads. TSS predictions which are independent on the choice of
τ3’ are highlighted in red.

6

TSSi

Fig. 5. Transcription start sites are identified, if the processed data minus the expected background counts is larger than a threshold ∆. The two shown data
subsets illustrate the impact of the choice of ∆ on the outcome. The upper row shows the result for ∆ = 0, i.e. TSSs are identified if the processed data is
larger than the expected background. In such a setting all isolated counts x
b > 0, i.e. genomic regions with a background level xFP ≈ 0, are identified as TSS.
The panels in the middle row show the result for the default value ∆ = 1. In the bottom row, ∆ = 5 has been chosen which yields more conservative TSS
predictions for small counts. If less TSSs are predicted due to an increase of ∆, also the background calculation changes as can be seen by another shape of
the background curve in the left panel at the bottom. TSS predictions which are independent on the choice of ∆ are highlighted in red.
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Fig. 6. The analyzed data as well as the TSS predictions can be displayed in the cosmoss.org genome browser. This screenshot shows as an example the
upstream region of the ftsZ1-1 gene (scaffold 275:28,720–29,789; Pp1s275 2V6.1) [1]. Coding exon regions of the gene are red, while derived untranslated
exon regions are gray. Available Sanger ESTs are displayed in green colors indicative of the tissue origin of the libraries. One EST alignment from the pphn
library confirms the TSSi prediction indicated with the green arrow in the lowest track (blue annotation; Genbank accession BJ95200.1). In the browser, the
full-length transcripts sequenced in [12] which have been used for evaluation of our method in Section 5 are a subset of the plotted ESTs. The mapped reads
are plotted in yellow to red gradient dependent on the ratio of sequenced reads and number of hits in the genome. A click on the TSSi predictions provides
detailed prediction information including a link the respective TSSi histogram similar to Figure 5.
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